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The standard model 
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HEP is described by the Standard Model of particle physics

leptons: particles with no internal structure and spin 1/2 

quarks: particles with no internal structure and spin 1/2 

bosons: particles with no internal structure and integer spin

electron, muon, tau: with electric charge

3 neutrinos

up, down, strange, charm, bottom, top: electric and 
colour charge

photon, Z, H

gluon: colour charge 

W+, W-: electric charge
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QFT tell us how these particles interact with each other. 

And we depict the terms of the perturbative expansion pictorially 
with Feynman diagrams:

We can’t solve the equations exactly, but in some regimes we can 
do perturbation theory, expanding in the running constants.
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ML & theory 



SYMBA: Symbolic Computation of Squared Amplitudes in High Energy Physics with Machine Learning

Table 3: Model performance on different sequence lengths of QCD and QED dataset

QCD Maximum sequence length: 170 tokens 195 tokens full length (256 tokens)
Sample size: 123K 126K 140K
Sequence Accuracy: 99.6% 98.6% 97.4%

QED Maximum sequence length: 170 tokens 185 tokens full length (264 tokens)
Sample size: 218K 237K 251K
Sequence Accuracy: 99.0% 98.8% 98.6%

Figure 6: Amplitude to squared amplitude and Feynman diagram to squared amplitude workflows.

model that exhibit better scaling with sequence length [29] [30]. The length of the sequence can be further tuned by
adjusting the tokenization process. Balancing the sequence length and number of tokens is an important hyperparameter
optimization step in this class of models that we leave to future work.

Another issue that needs to be addressed is how to identify when a predicted squared amplitude is anomalous when
there is no access to the correct answer. We have seen that a single token error involving a quantity with a large value,
such as the top quark mass, impacts the numerical result severely. It would be highly desirable to have a built-in
solution rather than rely on human intervention by, for example, automating dimensional analysis (as each term should
have the same dimension), or checking if the expression respects the conservation laws. While these practical solutions
may be sufficient in some cases, a machine-learning solution whereby a confidence level can be assigned to the overall
expression as well as on a per-token basis may be needed for this task. We leave this to future work.

As sequence-to-sequence models can be applied to all types of sequences, we can consider another interesting direction.
Since Feynman diagrams themselves can be written down as sequences, we can map the Feynman diagram to the
squared amplitude or to the cross section directly, as shown schematically in Fig. 6. A notable advantage of this is
that the input Feynman diagram can be written by hand, if desired, without the need for a domain-specific tool to
construct the amplitude. As a proof-of-concept of this idea, we test the transformer model on 2-to-3 QED and QCD
processes following the same procedures as before. Remarkably, the QED Feynman diagram-based sequence model
attains a sequence accuracy of 99.0% and token accuracy of 99.7% with average RMSE of 9.3⇥10�4 (see Table 1).
For QCD, the accuracy is much lower than for QED; the model for QCD attains a sequence accuracy of 73.4% and
a token accuracy of 82.0% with average RMSE of 0.3 (excluding anomalous results with RMSE > 10). The current
accuracy in QCD is lower compared to the models relying on amplitude sequence information, but this is expected as
the number of input tokens is much smaller and may also indicate the need for a much larger training dataset, which we
shall consider in a future work.
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SYMBA: Symbolic Computation of Squared Amplitudes in High Energy Physics with Machine Learning

Figure 1: A Feynman diagram of two incoming electrons e(p1) and e(p2) scattering into two electrons and a photon.

Figure 2: Amplitude and squared amplitude of the ee ! ee� scattering process.

mathematical expression called a Lagrangian. In QFT, the elementary particles are described in terms of quantum fields
in space-time, where each type of particle is associated with a different field. The interactions among these particles are
governed by fields, which are sometimes referred to as force carriers, whose details are precisely determined by the
symmetries imposed on the Lagrangian.

There is a well-defined procedure to extract from the Lagrangian all the possible particle interactions of interest,
each associated with a mathematical quantity called an amplitude. These amplitudes can be represented by Feynman
diagrams, as shown in Fig. 1.

Calculating the cross section, for example of the process depicted in Fig. 1 and represented symbolically in Fig. 2,
requires computing the squared amplitude and averaging and summing over the internal degrees of freedom of the
particles.

As noted above, these calculations are typically performed with domain-specific computer algebra frameworks, such
as FeynCalc [6], CompHEP [9] and MARTY [7]. Figure 2 shows one of the “shortest” 2 ! 3 quantum electrodynamic
(QED) expressions after simplification, where in this process two incoming electrons e(p1) and e(p2) scatter into two
electrons e(p3) and e(p4) and a photon �(p5). Typical expressions can have hundreds of terms and the computational
time can become a major challenge, especially if higher-order amplitudes are included to render predictions more
precise.

The key insight in all the current uses of machine learning for symbolic applications is that many tasks can be viewed as
a language translation problem. For example, a system that maps images to textual summaries of them can be viewed as
translating from the language of images to a natural language. Likewise, algebraic manipulation such as the mapping
of amplitudes to their squared form can be conceptualized as a language translation task. Since this task maps one
sequence of symbols to another it is natural to consider seq2seq models.

4 Model Description and Training

In recent years, sequence-to-sequence transformer models have become one of the most powerful models for a variety
of seq2seq applications [8]. Transformers use a mechanism called self-attention, whereby the model identifies and
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model that exhibit better scaling with sequence length [29] [30]. The length of the sequence can be further tuned by
adjusting the tokenization process. Balancing the sequence length and number of tokens is an important hyperparameter
optimization step in this class of models that we leave to future work.

Another issue that needs to be addressed is how to identify when a predicted squared amplitude is anomalous when
there is no access to the correct answer. We have seen that a single token error involving a quantity with a large value,
such as the top quark mass, impacts the numerical result severely. It would be highly desirable to have a built-in
solution rather than rely on human intervention by, for example, automating dimensional analysis (as each term should
have the same dimension), or checking if the expression respects the conservation laws. While these practical solutions
may be sufficient in some cases, a machine-learning solution whereby a confidence level can be assigned to the overall
expression as well as on a per-token basis may be needed for this task. We leave this to future work.

As sequence-to-sequence models can be applied to all types of sequences, we can consider another interesting direction.
Since Feynman diagrams themselves can be written down as sequences, we can map the Feynman diagram to the
squared amplitude or to the cross section directly, as shown schematically in Fig. 6. A notable advantage of this is
that the input Feynman diagram can be written by hand, if desired, without the need for a domain-specific tool to
construct the amplitude. As a proof-of-concept of this idea, we test the transformer model on 2-to-3 QED and QCD
processes following the same procedures as before. Remarkably, the QED Feynman diagram-based sequence model
attains a sequence accuracy of 99.0% and token accuracy of 99.7% with average RMSE of 9.3⇥10�4 (see Table 1).
For QCD, the accuracy is much lower than for QED; the model for QCD attains a sequence accuracy of 73.4% and
a token accuracy of 82.0% with average RMSE of 0.3 (excluding anomalous results with RMSE > 10). The current
accuracy in QCD is lower compared to the models relying on amplitude sequence information, but this is expected as
the number of input tokens is much smaller and may also indicate the need for a much larger training dataset, which we
shall consider in a future work.
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Figure 8: LO, NLO and NNLO Feynman diagrams needed for the forward scattering
amplitude gg → gg. Solid lines refer to top quarks, curly lines to gluons and dashed lines
to Higgs bosons. At NNLO only virtual contributions are shown. Wavy lines denote the
cuts.

(a) (b) (c)

Figure 9: Resulting Feynman diagrams after shrinking the top quark loops to a point
according to the rule of asymptotic expansion. The blob represents one-loop vacuum
integrals.

The application of the asymptotic expansion for large top quark mass leads to a factor-
ization of the five-loop integrals into the following contributions:

16

for some processes 

we’re talking about 

thousands of diagrams 

a fraction of diagrams 

for  scatteringgg → gg
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Proposal: use transformers (arXiv:1706.03762v7) to directly 
translate symbolic Feynman diagrams into the squared amplitudes. 
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optimization step in this class of models that we leave to future work.
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such as the top quark mass, impacts the numerical result severely. It would be highly desirable to have a built-in
solution rather than rely on human intervention by, for example, automating dimensional analysis (as each term should
have the same dimension), or checking if the expression respects the conservation laws. While these practical solutions
may be sufficient in some cases, a machine-learning solution whereby a confidence level can be assigned to the overall
expression as well as on a per-token basis may be needed for this task. We leave this to future work.

As sequence-to-sequence models can be applied to all types of sequences, we can consider another interesting direction.
Since Feynman diagrams themselves can be written down as sequences, we can map the Feynman diagram to the
squared amplitude or to the cross section directly, as shown schematically in Fig. 6. A notable advantage of this is
that the input Feynman diagram can be written by hand, if desired, without the need for a domain-specific tool to
construct the amplitude. As a proof-of-concept of this idea, we test the transformer model on 2-to-3 QED and QCD
processes following the same procedures as before. Remarkably, the QED Feynman diagram-based sequence model
attains a sequence accuracy of 99.0% and token accuracy of 99.7% with average RMSE of 9.3⇥10�4 (see Table 1).
For QCD, the accuracy is much lower than for QED; the model for QCD attains a sequence accuracy of 73.4% and
a token accuracy of 82.0% with average RMSE of 0.3 (excluding anomalous results with RMSE > 10). The current
accuracy in QCD is lower compared to the models relying on amplitude sequence information, but this is expected as
the number of input tokens is much smaller and may also indicate the need for a much larger training dataset, which we
shall consider in a future work.
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SYMBA: Symbolic Computation of Squared Amplitudes in High Energy Physics with Machine Learning

Figure 4: Sequence length distributions for QCD and QED sequences after expression simplification.

Table 1: Amplitude-squared amplitude Model results

Training Size Sequence Acc. Token Score RMSE

QED (sequence) 251K 98.6% 99.7% 1.3⇥10�3

QCD (sequence) 140K 97.4% 98.9% 8.8⇥10�3

(QED + QCD) on QED 391K 99.0% 99.4% 2.5⇥10�3

(QED + QCD) on QCD 391K 97.6% 98.8% 6.8⇥10�3

QED (diagram) 258K 99.0% 99.7% 9.3⇥10�4

QCD (diagram) 142K 73.4% 82.0% 0.3

5 Results

The accuracy of the predicted symbolic expressions is assessed by taking a random sample of 500 amplitudes (from the
test set) that have not been seen by the transformer model and predicting their squared amplitudes. We use three distinct
metrics to assess the model accuracy.

1. Sequence Accuracy: the percentage of predicted symbolic expressions that identically match the correct
expression.

2. Token Score: a measure of the number of tokens (symbols) predicted correctly in the correct location in the
sequence.

Token Score =
nc � nex

nact
%,

where nc is the number of tokens predicted correctly, nex is the number of extra tokens that the model predicts
(if any), and nact is the number of tokens in the correct sequence.

3. Numerical Error: the relative difference between the values of the predicted and the correct expressions
when using random numbers between {0, 100} for the momenta in the squared amplitude expression.

Numerical Error =
xact � xpred

xact
,

where xact is the numerical value of the actual (correct) squared amplitude, xpred is the predicted numerical
squared amplitude. Repeating this process 100 times and varying the random numbers each time, we compute
the Root-Mean-Square-Error (RMSE) whose distributions are shown in Fig.5

Table 1 summarizes the performance of our models. For QED, the model trained on QED expressions, correctly and
identically predicts the squared amplitude for 493 out of 500 (98.6%) amplitudes. The remaining 7 squared amplitudes

5

number of input-
output pairs

how well a full sequence 
is “translated”

how well a symbol 
is “translated”

  9/33



ML & 

phenomenology 



Particles with colour charge (a.k.a. partons) can’t be seen 
alone. They are bound together in hadrons (protons, 
neutrons, pions, kaons, etc).
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Which quark should I use? It could be any of them. So we add 
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Which quark should I use? It could be any of them. So we add 

all contributions:

dσγ+p(Q) ∝ ∑
i=quark

dσγ+i(Q) ⊗ f i/p(Q)

probability 

density of 

finding the quark 

in the proton

For many processes we can do this type of factorization.
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There are many types of PDFs: initial state, final state, collinear, 

unpolarised, polarised, transverse momentum dependent, 

generalised, nuclear, etc.

The parton density/distribution functions (or PDFs) are a crucial 

part of the calculations in HEP.
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PDFs can’t be computed from the theory.

There are many types of PDFs: initial state, final state, collinear, 

unpolarised, polarised, transverse momentum dependent, 

generalised, nuclear, etc.

The parton density/distribution functions (or PDFs) are a crucial 

part of the calculations in HEP.

We know how PDFs evolve with the relevant scale(s) 

of the processes.

😭

🥳

🥳

PDFs are universal.
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PDFs using regression

f s/p(x; μ0) = Nixα
i (1 − x)β

i

Step 3: convolute to compute the observable

Step 2: evolve with known equations to the measured scale(s)

Step 1: propose a functional form

PDFs using NN

f i/p(x; μ0) = NN(x; θ)

Step 1: use as input the output 
of a NN
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Figure 5.6. Comparison between the NNPDF4.0, CT18 and the MSHT20 NNLO PDF sets. The up, antiup,
down, antidown, strange, antistrange, charm and gluon PDFs are shown at Q = 100 GeV, normalized to the central
NNPDF4.0 value. For NNPDF4.0, solid and dashed bands correspond respectively to 68% c. l. and one-sigma
uncertainties.

53

MSHT20: 67 parameters in 
“classical” regression model


NNNPDF4.0: 2-25-20-8 
architecture (~ 750 
parameters), hyperbolic 
tangent activation

Eur.Phys.J.C 82 (2022) 5, 428
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M o n t e C a r l o 

event generators: 

simulate a process 

(event) from start 

to end, including 

the detector effects.
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M o n t e C a r l o 

event generators: 

simulate a process 

(event) from start 

to end, including 

the detector effects.

Computationally costly. 😭


Time costly. 😭


Must be tuned to data. 😭

Saves a lot of money.  🥳
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Use deep learning to construct parton showers: autoencoding 
CNN

Input 
event

Filter mask. Encodes which  
filter had largest output  
(random if  
none active)

Bank of  
F Conv2D 
filters 

MaxPool across 
F filters

Downsample 
by spatial MaxPool

Repeat  
convolution using  

same bank of Conv2D filters 
{

Compressed 
event

Output 
event

Filter 
mask

Upsample by repeated 
application of a bank of F 
Conv2DTranspose filters

Filter mask activates 
only one filter per 

output pixel

Figure 2. Overview of the autoencoding CNN. An input event image enters the network on the
left and is repeatedly processed by a bank of F Conv2D filters. Having been completely compressed,
the event is reinflated using Conv2DTranspose layers together with a special FilterMask layer.

The fully compressed k ⇥ k image is then passed to the set of F Conv2DTranspose

layers, which results in a stack of F k
2
⇥ k

2 images that can be written as a single tensor

Tijk, where index i is in the range {0 . . F} and j and k are both in the range
�
0 . . k

2
 
. This

stack of up-scaled images is converted to a single image by using a custom layer that we have

named FilterMask. The FilterMask layer, Mijk, uses the corresponding k
2
⇥ k

2
! k ⇥ k

downsampling in the compression stage of the autoencoder to decide which of the pixels in

Tijk should be used. FilterMask is a tensor with the same F ⇥ k
2
⇥ k

2 shape as Tijk, but

in which each pixel is either zero or one, as described in equation 2.1

Mijk =

(
1 8m,Cijk � Cmjk

0 otherwise
(2.1)

where Cijk is the output of the corresponding compression filters on the compression stage

of the network. Pixels are one if the corresponding pixel in the Conv2D output image is

the maximum in that stack of pixels. All other pixels in the FilterMask are zero. The

output stack of images from the Conv2DTranspose is multiplied by the mask Mijk, so that

at most one pixel in the stack is non-zero. This set of masked images is then converted to

– 4 –

Event data: image of pixel arrays that represent the emissions 
of energy from each proton-proton collision. 


The autoencoding uses several convolutional layers to reduce 
the size of the image to the size of the filters. 

JHEP 12 (2018) 021
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Sample of 8.5 million QCD proton-proton collision events.


Hadronisation and MPI turned off (require complicated deep learning 
model). 


Each event is converted to N × N pixel-array images in rapidity-
azimuth, identifying the pixel in the y−φ and adding the particle pT.

2 3 4 5 6 7 8 9
NJ

10�5

10�3

10�1

1 N
dN dN

J

anti-kt, R = 0.4, pT � 40 GeV

Sherpa shower

ME only
ME + CNN k2

ME + CNN k3

Figure 6. Number of jets per event using the anti-kt R=0.4 jet algorithm (left) and the kt R=0.6
algorithm (right).

The jet width,6 ⇢, is a test of the shape of the radiation pattern emitted around a jet,

and is shown in Figure 7 for all jets that satisfy the selection criteria. The simple CNN

models do a surprisingly good job of recreating the jet shapes of the true parton shower,

especially for the large width jets. There is a deficiency in small width jets compared to

Sherpa, and an over-abundance of zero-width jets. This suggests some kind of dead cone

e↵ect, which could be an artefact of the approximate merging procedure, or some other

e↵ect of using an angular ordered-type shower. By way of comparison, Herwig’s angular-

ordered shower also displays a similar dip in the number of low width jets and shows the

range of expected di↵erences between an angular-ordered shower and a kT ordered shower.

The CNN models have no information about parton mass, and also have a cut o↵ at small

angle due to the finite pixel size, both of which may a↵ect the small width jets to some

extent.

Jet masses arise from the finite width of the jet, and jet mass distributions also serve

as a test of the radiation emitted around a jet. The distributions of jet masses from all

selected jets are shown in figure 8. Both the k2 and k3 CNN models have generated smooth

mass distributions from the input ME partons, with gradients close to those of the target

Sherpa model in the tails. However, the peak of the mass distributions do not match the

target. This is not surprising because the CNN models do not contain any information

about mass and do not trace the parton masses through the network; jet masses arise only

from the angular width of the jets. Furthermore, the existence of massive b and c quarks

can be seen in the Sherpa mass distribution as the small spikes at around 4.5 and 1.7 GeV,

respectively. Since the CNN does not include any mass term for the partons (or pixels) it

cannot reproduce these spikes. Again, the Herwig shower is shown as an example of the

di↵erences that can be expected between angular and kT ordered showers, in particular in

6
⇢ is given by ⇢ =

P

i
�R(j,pi)piT

P

i
piT

where the sum is over all constituents of the jet, piT is the pT of the i
th

jet constituent and �R (j, pi) is the angular separation between that constituent and the jet axis.

– 17 –
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ML & 

experiments 



A standard detector in a collider: 

https://cms.cern/detector
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Illustration: CMS detector at LHC  21/33



With a large number of events (  collisions/s at LHC), it 
is impossible to record all that happens. The trigger system 
decides if one event is interesting and if it should be stored.

∼ 6 ⋅ 108
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With a large number of events (  collisions/s at LHC), it 
is impossible to record all that happens. The trigger system 
decides if one event is interesting and if it should be stored.

∼ 6 ⋅ 108

- Level 1 (L1) is implemented on special electronic circuits 
and field-programmable gate arrays (FPGAs). 


- The high-level trigger (HLT), based on CPUs and GPUs, uses 
more sophisticated algorithms. Recent developments allow 
for the use of ML methods on FPGAs. This allows for better 
cuts at the L1 level.

The triggering happens in several stages:

A goal is to develop fast, simple algorithms to detect interesting 
processes at the L1 level (this is a strong constraint).
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- Extreme Gradient Boosting (XGBoost) algorithm: gradient boosting tree model 
with less parameters than NN.


- Multi-layer perceptron (MLP) NN: two hidden layers (5, 4 units).


- Residual Network: treats the inputs as images.

Table 1: ROC-AUC, PR-AUC and F1-MAX for each of the architectures and per every
data dimension. The metrics shown in bold denote which is the best architecture for each
of the data dimensions.

Metric Granularity XGBoost MLP ResNet
3⇥3 0.969 0.967 0.968

ROC_AUC 5⇥5 0.936 0.93 0.931
9⇥9 0.967 0.963 0.964
3⇥3 0.956 0.952 0.952

PR_AUC 5⇥5 0.912 0.903 0.904
9⇥9 0.955 0.95 0.952
3⇥3 0.898 0.893 0.893

F1_MAX 5⇥5 0.846 0.836 0.838
9⇥9 0.904 0.9 0.902

algorithm ranking changes completely with ResNet performance at the top and XGBoost
moving to the bottom.

Figure 3: TOC of all architectures with different data dimension

– 8 –

arXiv:2306.06743 [hep-ex]

Example:  happens ~68% of the time. And 
they look very similar to . So they might be 
thrown away by L1.

H → τ+τ− → hadrons
jets → hadrons
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Another thing to deal with is the pileup: the nearly simultaneous 
occurrence of interesting (high pT) and not-interesting events (low pT). 


The transverse coordinate of the pileup collisions are aligned to those of 
the interesting collision. 
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Another thing to deal with is the pileup: the nearly simultaneous 
occurrence of interesting (high pT) and not-interesting events (low pT). 


The transverse coordinate of the pileup collisions are aligned to those of 
the interesting collision. 

Pileup vertices can be displaced by several cm from the interesting 
vertex in the longitudinal direction.
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Pileup mitigation for neutral particles with two different approaches: 
regression and classification

Pileup from charged particles can be easily filtered because the tracks 
can be used to reconstruct the vertexes. 

 25/33

regression: energy 
distribution of particles 
as the intensity of 
pixels in an image, and 
use CNN to extract as 
output the neutra l 
par t i c l es f rom the 
leading vertex.

⌘
�

b
ea
m

Leading vertex charged

Pileup charged

Total neutral

Leading vertex neutral
Inputs to NN | {z }

10 filters ⇥2

Figure 1: An illustration of the PUMML framework. The input is a three-channel image:

blue/purple represents charged radiation from the leading vertex, green is charged pileup

radiation, and yellow/orange/red is the total neutral radiation. The resolution of the charged

images is higher than for the neutral one. These images are fed into a convolutional layer with

several filters whose value at each pixel is a function of a patch around that pixel location in

the input images. The output is an image combining the pixels of each filter to one output

pixel.

– 5 –

JHEP 12 (2017) 051



Once we have stored 
some data, we have to 
classify them.
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Once we have stored 
some data, we have to 
classify them.

The collisions are dominated 
by interactions that produce 
quarks and gluons that turn 
into jets of mostly pions. 


These jets are background to 
the identification of photons 
and leptons. 


Calorimeters are required to 
only mis-identify roughly 1 in 
10000 jets as a photon or 
electron. 
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Classify two cases under study:


-  mis-identified as  due to early showering in the ECAL


-  mis-indentified as  


Using cell-based DNNs, feature-based NN and Boosted Decision 
Trees:

π± e±

π0 → 2γ π0 → γ

ROC curve for γ vs. π0 classifier

π0  background efficiency

γ
si

gn
al

 e
ff

ic
ie

nc
y

DNN (cells)
DNN (features)
BDT

0.0        0.2        0.4        0.6         0.8       1.0
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Figure 1: Signal vs. background efficiency ROC curves for the (left) � vs. ⇡0 and (right) e vs. ⇡
classifier. The red dots mark the chosen BDT working point.

1000 model BDT hyperparameter scan yielded best performance with 400 estimators, maximum
depth of 5, and learning rate of 0.5.

The features we computed are commonly used in calorimetry to characterize the particle shower
shape and energy deposit. These features are: total energy deposited in ECAL, total number of hits
in ECAL, the ratio of energy in ECAL first layer over energy in second layer, the ratio of energy in
ECAL first layer over all ECAL energy, second through sixth moments in the detector local x, y, and
z of ECAL energy deposits, all equivalent features for HCAL, ratio of HCAL to ECAL energy, and
ratio of number of hits in HCAL to ECAL. In our studies, we found that the most powerful features
are the second x and y moments that measure the lateral shower width.

� vs. ⇡0 e vs. ⇡
Model acc. AUC �✏sig �Rbkg acc. AUC �✏sig �Rbkg

BDT 83.1% 89.8% - - 93.8% 98.0% - -
DNN (features) 82.8% 90.2% 0.9% 0.95 93.6% 98.0% -0.1% 0.95
DNN (cells) 87.2% 93.5% 9.4% 1.63 99.4% 99.9% 4.9% 151

Table 1: Performance parameters for BDT and DNN classifiers.

Figure 1 shows the ROC curves for the three classifiers and Table 1 quantifies the performance.
The areas under curve (AUC) and accuracies (acc.) for the cell-based DNNs are significantly
better than the feature-based DNNs and BDTs, which have similar performance. We also quantify
the achievable improvements in signal and background efficiency from the DNNs with respect
to the chosen “working point” on the BDT ROC curve indicated in Figure 1. For the � vs. ⇡0

(e vs. ⇡±) classifier, the cell-based DNN may be used to either increase the signal efficiency by
�✏sig = ✏DNN

sig � ✏BDT
sig = 9.4% (4.9%) for fixed background efficiency, or decrease the background

efficiency by a factor �Rbkg = ✏BDT
bkg /✏DNN

bkg = 1.6 (151) for fixed signal efficiency.

3 Regression: Energy Reconstruction

We trained a separate dedicated DNN to estimate particle energies from their calorimeter deposits.
This DNN is composed of two CNNs for ECAL and HCAL, followed by a flattening and concatenation
layer, with a final densely connected layer. The ECAL branch uses a 3-feature convolutional layer
with a 4⇥ 4⇥ 4 window and stride of 1 in each direction, followed by a 2⇥ 2⇥ 2 max pooling layer
with a stride of 2. The HCAL branch has a 10-feature layer with a 2⇥ 2⇥ 6 window and stride of 1,
followed by a 2⇥ 2⇥ 2 max pooling layer with a stride of 2. All convolutional layers have ReLU
activation. The output of both branches are linearized and merged, followed by a fully connected
layer with 1000 neurons. The final neuron has a linear activation function and the mean-squared error
(MSE) is used as the loss function. The data sample was split into 40,000 events for training, 10,000
events for validation, and 30,000 events for testing.

As a baseline measure of the energy, we use a simple bi-linear regression of the summed energy in
ECAL and HCAL to the true energy. Figure 2 compares the energy dependence of the calorimeter
resolution for each particle type and for both the neural net and the simple linear regression models.
Table 2 quantifies the results by fitting this dependence to the expected form. We observe significantly

3
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- High-Granularity Calorimeter to replace endcap calorimeters at CMS

- more than 27,000 hexagonal 8” silicon sensor wafers

- 5% of each batch will undergo quality control (search for anomalies)

Practical use for hardware: quality control of new silicon sensors 
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- High-Granularity Calorimeter to replace endcap calorimeters at CMS

- more than 27,000 hexagonal 8” silicon sensor wafers

- 5% of each batch will undergo quality control (search for anomalies)

Practical use for hardware: quality control of new silicon sensors 

Traditionally, anomalies were detected by taking hundreds of 
microscope images using a scan program, and having them inspected 
by a human operator.

The idea is to reduce biases and detect anomalous scan images via:


- a deep convolutional autoencoder that acts on each image


- a deep convolutional classifier NN that acts on patches of the image, 
allowing for localization of anomalous areas

Mach.Learn.Sci.Tech. 4 (2023) 3, 035028
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2

Figure 1. (left) An HGCAL silicon sensor wafer, with a pad zoomed in. The diameter
of the sensor is 8”. (right) An example of a scan map.

characterization of the sensors, during which the sensors are biased up to 1000 V [5].

Defects and dust on a sensor surface can potentially lead to an electrical failure of the

sensor. Examples of a typical defect, a scratch, and a dust particle are shown in figure 2.

Given that these defects are rare and unwanted, they are referred to as anomalies. The

anomalies can occur during manufacturing, packaging, delivery, or associated handling

of the sensors. In an e↵ort to prevent failures, the sensor surface is visually inspected

and cleaned prior to the electrical characterization.

Figure 2. Scan images in RGB format for anomalous sensors with a scratch (left),
and a dust particle (right). The di↵erence in color is induced by lighting conditions.

Aside from exceptionally severe scratches, most of the anomalies are invisible to

the naked eye. Traditionally, silicon VI is carried on manually with the help of a

microscope. However, dozens of square meters of sensor surface will be inspected during

the assembling of HGCAL, and therefore, a standardized and automated method must

be in place. Previous to this work, hundreds of microscope images were taken using

a scan program, and the images were inspected on a computer monitor by a human

operator. This work presents a deep learning-based pre-selection algorithm (PSA) that

fully automates the VI. In addition, the PSA is believed to reduce human bias in the VI.

The PSA is built upon the proof-of-concept work described in [6]. Although the PSA

is presented in the context of HGCAL sensor QC, the same approach could be applied

to similar use cases of automating the VI of images.
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the assembling of HGCAL, and therefore, a standardized and automated method must

be in place. Previous to this work, hundreds of microscope images were taken using

a scan program, and the images were inspected on a computer monitor by a human

operator. This work presents a deep learning-based pre-selection algorithm (PSA) that

fully automates the VI. In addition, the PSA is believed to reduce human bias in the VI.

The PSA is built upon the proof-of-concept work described in [6]. Although the PSA

is presented in the context of HGCAL sensor QC, the same approach could be applied

to similar use cases of automating the VI of images.

Scan map of a detector: 385 images are taken. 


Scan image: contains 2720 × 3680 pixels.


More than 25,000 images analysed (50 detectors).


15 new detectors used for testing.
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2. Background detector applied to patches of the whole image. 


CNN with four convolutional layers, ReLU activation, followed by 
dropout layers with a rate of 20% (84,401 trainable parameters), 
test accuracy of over 99%

3. Anomaly enhancement using an autoencoder:


- Five convolutional layers; compression factor of 1,600. 

- 126,353 trainable parameters.

8

Encoder

1@2720 x 3840

64@272 x 480

64@68 x 240

32@34 x 48

32@17 x 24

Latent space: 16@17 x 24

Decoder

Figure 5. An illustration of the dimensions of the autoencoder, which consists of two
convolutional neural networks: the encoder and the decoder. The autoencoder takes
a whole image as an input, and the compression factor into the latent space is 1,600.

The AE can be interpreted as a data pre-processing step that makes the subsequent

anomaly detection and its localization more robust against environmental changes.

The normal and constant features in the images are reduced, while the anomalies are

enhanced. An example of how the AE reconstructs an anomalous whole image is shown

in figure 6.

Input image Autoencoder output Difference

Figure 6. An example of the autoencoder output (center) for an anomalous input
image (left). (right) Reconstruction error, measured as the absolute pixel-wise
di↵erence between the autoencoder output and the input. A dust particle is enhanced
compared to the normal area, and can be easily isolated. The anomaly is zoomed in
on all images.

4.4. Anomaly detection

First, the performance of the AE as a standalone anomaly detector was studied using

1,465 anomalous and 225,370 normal patches as training data. A threshold for the

reconstruction error was determined based on a validation data set, consisting of 157

anomalous and 27,179 normal patches, such that the validation FNR and FPR were

minimized. An increase in AE reconstruction error for anomalous patches is visible in

figure 7, where the selected threshold is also indicated‡. However, as the distributions

overlap greatly, the AE reconstruction error cannot be used as a robust enough classifier.

‡ Some patches, e.g. of the black areas on the sensor surface, are easy to reconstruct by the AE,
appearing as the small bump at the lower range of the reconstruction error in figure 7.
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1. Patching: the whole images are split into patches using a fixed grid. 



2. Background detector applied to patches of the whole image. 


CNN with four convolutional layers, ReLU activation, followed by 
dropout layers with a rate of 20% (84,401 trainable parameters), 
test accuracy of over 99%

3. Anomaly enhancement using an autoencoder:


- Five convolutional layers; compression factor of 1,600. 

- 126,353 trainable parameters.
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1. Patching: the whole images are split into patches using a fixed grid. 

4. Anomaly detecting classifier applied 
to the patches of the Difference: 

CNN with 23 layers and 2,847,777 
trainable parameters.

14

randomly initialized weights with 2.1 times more anomalous patches than the original

model. An independent test data set was used to compare the original and retrained

models. The test data consists of 136 anomalous whole images and 754 normal whole

images, for which the test metrics are presented in table 5. The retrained model performs

significantly better on the test set.

Table 5. The performance of the pre-selection algorithm using the original and
retrained anomaly detectors. Metrics are calculated for whole images using an
independent test set.

Metric Value [%]

Original Retrained

Recall 94.9 96.3

Specificity 85.0 87.8

Precision 53.3 58.7

False negative rate 5.2 3.7

False positive rate 15.0 12.2

F1-score 68.0 72.9

Balanced accuracy 90.0 92.1

7. Conclusion

A deep learning-based pre-selection algorithm (PSA) that fully automates the visual

inspection (VI) of the silicon sensors produced for the construction of the CMS HGCAL

detector was developed. An ensemble of a deep convolutional autoencoder and a neural

network for classification is used, with a patching applied before the classification to

allow the general localization of the anomalies in the images of the sensors. The

automated VI is a vital part of the quality control (QC) of the analyzed sensors.

The performance of the PSA was evaluated using fifteen full sensor scans acquired

in production in a clean room dedicated to sensor testing at CERN. The recall, which

measures the fraction of anomalous images that are found, was 97.46%, with an

acceptable FPR of 6.25%. The images are evaluated in real-time, and approximately

85% of all images can be discarded as normal, thus removing the need for human labor to

inspect them. The developed automated VI is standardized, and therefore also believed

to be less biased by the subjectivity of a human inspector. On average, it saves 10

minutes of resources per sensor, and for each batch of hundred sensors, this corresponds

to 17 person-hours less required to manually inspect the images.

The accuracy is considered su�cient for deployment, even though the PSA was

shown to fail to select a small fraction of images with light and small scratches and

dust particles, in addition to novel types of anomalies. It was demonstrated that as



Summary



๏ ML has become an omnipresent tool in HEP.


๏ It is key in the experimental domain, as they have 
the most financial resources. 


๏ Plans for full AI MCEGs, data acquisition and data 
analysis have been proposed/discussed for future 
colliders (e.g. EIC).


๏ Its use has extended to phenomenology and, lately, 
to theory.


๏ You can find an incomplete list of articles in

https://iml-wg.github.io/HEPML-LivingReview/
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๏ LHC will undergo an upgrade to become the HL-LHC, 

and searches for NP will go on. 
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